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Abstract

This thesis presents ProbFuse, a probabilistic framework for agricultural risk assess-
ment and conservation policy evaluation in the Ohio portion of the Maumee River
Basin, a nutrient-impaired watershed feeding western Lake Erie. It addresses how to
identify high-risk areas, areas where conservation investment has accumulated, and
where yield-based policy tools are appropriate for future investment decisions.

The first contribution is a domain-decomposed multi-kernel Gaussian Process
(GP) model for county-level corn and soybean yield anomaly prediction. Unlike a
single isotropic kernel, the model uses separate kernels for climate, agronomic, and
soil features. Under Leave-One-County-Out cross-validation across sixteen counties,
the model achieves RMSE = 12.56 bu/ac, CRPS = 6.95 bu/ac, and Coverage@90
= 91.9%, with calibrated predictive intervals suitable for risk quantification. It also
supports four-year prospective prediction for early-season outlooks.

The second contribution is a policy evaluation framework derived from the GP
predictive distribution and historical NRCS funding records. The Agricultural Risk
Index (ARI) combines predicted yield shortfall and uncertainty into a county-year
vulnerability score. The Conservation Effectiveness Score (CES) captures lagged
NRCS investment using acreage-normalized funding with decaying temporal weights.
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The third contribution is a county agricultural system classifier based on USDA
Census of Agriculture county profile data. By comparing commodity sales shares and
livestock inventory indicators, the framework distinguishes livestock-dominant, row-
crop-dominant, and mixed counties, ensuring the policy metrics are applied within
scope.

Together, these contributions form a calibrated, scope-bounded framework for

county-level agricultural risk assessment and conservation policy analysis.
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Chapter 1: Introduction

1.1 Background

The Maumee River Basin is one of the most heavily managed agricultural water-
sheds in the United States and is in a critical location in the context of both Great
Lakes resource conservation and nutrient management policy. The basin covers parts
of Ohio, Indiana, and Michigan and flows into the western basin of Lake Erie, where
high levels of phosphorus have for several decades been linked to damaging algal
blooms, hypoxic dead zones, negative impacts on drinking water quality, and esca-
lating economic costs to local communities [28, 29, 12]. Within the basin, row-crop
agriculture (predominantly corn and soybeans) dominates land use. The interac-
tion between crop production systems, subsurface tile drainage, soil characteristics,
and year-to-year climate variability makes agricultural outcomes highly spatially and
temporally heterogeneous [12, 28].

Whereas the debate over water quality in Lake Erie is dominated by the topics of

nutrient load and algal bloom levels, the more useful framework for the present thesis



is the implementation of conservation practices and the effectiveness of conservation
practices in achieving positive outcomes. This is the type of question that existing
methods do not answer well.

Conservation programs operating within the Maumee Basin are largely imple-
mented through the NRCS working-lands programs including Environmental Qual-
ity Incentives Program (EQIP) and Conservation Stewardship Program (CSP)[16].
Working lands programs are different from land retirement programs in that they re-
quire conservation practices to be implemented within active agricultural production
rather than being implemented to retire land from production. In practice, however,
implementation of the programs is limited by application pressure, staff limitations,
and the difficulty of linking practices to the individualized risk profile of each county
6, 7, 8.

A further complication is that conservation benefits are typically delayed. Prac-
tices such as cover crops, nutrient management plans, and reduced or no-till culti-
vation may affect yield stability and soil health over multiple seasons rather than
producing an immediate response in the year of adoption [15, 14]. This lag structure
creates a fundamental evaluation problem. If program analysts treat annual funding
as a one-year treatment event, they risk missing the cumulative effect of sustained

investment and may incorrectly classify counties that are early in their conservation



trajectory as program failures. The reverse error is also possible: counties with long-
standing support may appear underwhelming if the evaluation window is too short
or if the analysis does not account for the time required for benefits to emerge.

In this context, NRCS district conservationists and Technical Service Providers
need an analytical signal to determine where conservation investment is needed,
where benefits are accumulating, and where resiliency has been achieved. The
Maumee Basin is an interesting location in which to perform such work. In fact,

it has an unusually long and consistent record of publicly available data.

1.2 Problem Statement

The main challenge addressed by this thesis is the lack of a county-level, uncertainty-
aware tool able to simultaneously quantify agricultural yield risk, summarize con-
servation investment, and combine these two measures into a useful signal directly
applicable to NRCS operations.

Current conservation program assessment techniques are typically limited to sum-
maries of total dollars obligated, total contracts signed, or total acres treated, but
do not address the critical question of whether investment is matched to county-level
risk or whether investment is effective, or both, over time. This is significant for at
least three reasons:

First, county-level crop yield models are typically either deterministic or only
weakly stochastic. While a predicted value may be useful, it does not convey infor-

mation on how confident the model is in its predicted value, and this information



is critical when making conservation investment decisions. For example, a county-
level forecast might indicate a county is expected to fall 10 bushels per acre below
its long-run trend, but this is a very different policy question if this forecast has a
narrow or broad uncertainty.

Second, conservation benefits accumulate gradually and unevenly across time. A
framework that treats conservation as a one-year binary event misses the cumulative
dynamics of soil health investment and is likely to either underestimate the benefit
of sustained support or overestimate the effect of recent and still-maturing practices.
A useful evaluation framework must be able to distinguish between initial adoption,
active accumulation, and matured benefit.

Third, no standard county-level metric currently integrates agricultural risk with
conservation investment history in a way that is directly actionable for field-level
program management. In the absence of such a metric, counties that are both highly
vulnerable and historically under-supported cannot be systematically distinguished
from counties that are similarly vulnerable but have already received sustained in-
vestment that may be approaching its period of maximum effect.

This thesis addresses all three gaps through a single integrated framework. It does
not seek only to improve yield prediction accuracy. Rather, it uses the probabilistic
GP model as the foundation for a policy analysis layer whose outputs are designed

to be interpretable and useful for NRCS practitioners.



1.3 Motivation

The primary motivation for this thesis is to support a more principled evaluation
of conservation funding in agricultural watersheds. NRCS district conservationists
and related practitioners are frequently asked to make program decisions under un-
certainty: which counties should receive prioritized outreach, where technical assis-
tance should be concentrated, and whether program resources appear to be reaching
the places where conservation need is greatest. Annual funding totals are not suffi-
cient information on which to make investment decisions because they do not convey
information on whether the county being funded is currently at risk, whether con-
servation practices are mature enough to begin demonstrating benefits, or whether
recent investment has had sufficient time to do so.

The Maumee Basin is a particularly well-suited location for this type of investiga-
tion because it sits at the intersection of agricultural production and environmental
concern. It has been repeatedly targeted by state and federal agencies for nutrient
reduction and agricultural conservation efforts [29, 28]. It has also been the focus
of substantial policy attention related to phosphorus export and Lake Erie water
quality. At the same time, it remains a major agricultural production region where
conservation must operate within an existing working landscape. These conditions
make it especially well suited for evaluating conservation effectiveness, rather than

merely documenting the presence of conservation investment.



Another impetus for this thesis is the availability of quality long-term data sets.
There are county-level agricultural data sets related to crop yields that go back to the
1970s. There are long-term climate records available from NOAA weather stations.
There are soil data sets from SSURGO. There are off-season satellite images that
can be used as a proxy for continuous data related to vegetative cover. Such data
sets would be useful for creating a model that is not only statistically sound but also
accessible. Such a model would be particularly useful for a machine learning thesis.
Machine learning models are not simply attempts to forecast data but to forecast

data that can be connected back to some level of physical reality.

1.4 Research Questions
This thesis is organized around three research questions.

RQ1. (Technical accuracy and calibration). Can a domain-decomposed multi-
kernel Gaussian Process, with sub-kernel structures selected by Negative Log
Marginal Likelihood and hyperparameters initialized using data-driven heuris-
tics, produce county-level crop yield predictions with calibrated uncertainty
that outperform single-kernel probabilistic baselines under Leave-One-County-
Out (LOCO) cross-validation and yield lower or comparable temporal-split

RMSE than deterministic basclines.



RQ2. (Agricultural interpretation). Do the probabilistic model outputs capture a
coherent spatiotemporal signal of agricultural risk (including differential perfor-
mance under dry, normal, and wet conditions) that aligns with known patterns

of climate stress and soil variability across the Maumee Basin counties?

RQ3. (Policy effectiveness). Does lagged NRCS conservation investment, summa-
rized through the Conservation Effectiveness Score, predict measurable changes
in county-level agricultural risk over time in a way that is consistent with the

documented delayed onset of soil health and cover crop benefits?
1.5 Thesis Contributions

This thesis makes three interconnected contributions to machine learning, agri-

cultural modeling, and conservation policy evaluation.

Technical & Methodological contribution. A domain-decomposed multi-kernel
Gaussian Process model for county-level corn and soybean yield-anomaly predic-
tion, with sub-kernel structure selection via Negative Log Marginal Likelihood and
hyperparameter initialization using data-driven heuristics. The feature domain is
explicitly partitioned into climate, agronomic, and soil groups, each with its own
covariance function, reflecting the structurally distinct physical behavior of each
domain and preserving interpretability through domain-separated uncertainty de-

composition. The model is evaluated under Leave-One-County-Out cross-validation



and prospective temporal holdout, with emphasis on calibrated probabilistic perfor-

mance.

Agricultural contribution. A long-run probabilistic approach for understanding
county-level yield risk in the Maumee Basin from 1986 to 2022, using a feature
set including SPEI-based drought indices, growing degree days, off-season NDVI
as a proxy for cover intensity, lagged agronomic states, and SSURGO-based soil
attributes. This provides a means of understanding agricultural vulnerability at the

county level over long periods rather than only year-to-year anomalies.

Policy contribution. A county-level conservation evaluation system linking his-
torical investment records from NRCS with model-derived risk estimates, including
the Agricultural Risk Index, Conservation Effectiveness Score, and Conservation-
Agriculture Gap classification. These indices are intended to help NRCS practition-
ers identify where investment appears insufficient, where it may be accumulating
toward delayed benefit, and where additional outreach is likely to be most valuable.

The primary technical novelty of this thesis is the domain-decomposed kernel
design itself: assigning structurally distinct covariance functions to climate, agro-
nomic, and soil feature groups, selected by NLML, is a principled design choice not
previously applied in county-level agricultural GP modeling. The primary applica-
tion novelty is the end-to-end integration of that probabilistic model output with

NRCS investment history into actionable policy indices designed for use by NRCS



practitioners. The two are distinct contributions: the technical design is what makes
the predictive distributions reliable; the application framework is what makes them

useful.

1.6 Significance of the Study

The immediate audience for this work is NRCS district conservationists and Tech-
nical Service Providers, who need a county-scale view of conservation effectiveness
beyond aggregate funding totals. A framework that combines calibrated yield pre-
diction with conservation investment history can support more informed decisions
about outreach priorities, program targeting, and long-term resilience planning. It
can also help practitioners distinguish between counties that are genuinely under-
served and counties that are alrcady receiving sustained support but may need time
for benefits to fully emerge (a distinction that is currently difficult to make with
existing data and tools).

Beyond NRCS program staff, several other groups stand to benefit from this
framework. Farmers and producers in the Maumee Basin gain a county-level re-
silience signal that helps contextualize when soil-health investments like cover crops,
no-till, and nutrient management are likely to translate into stabilized yields, given
the empirically observed four-year benefit onset lag. Commodity-focused crop an-
alysts and supply-chain practitioners gain access to calibrated probabilistic yield

anomaly forecasts that are more useful for risk assessment than deterministic point



predictions precisely because they convey both the expected outcome and the con-
fidence in that expectation. Finally, the framework is designed as a reproducible
template: researchers and educators working on other nutrient-impaired watersheds
can adapt the domain-decomposed GP and the ARI-CES pipeline to their own re-
gional datasets without starting from scratch.

From a broader computational perspective, this thesis demonstrates how uncertainty-
aware machine learning can be integrated into a policy evaluation setting without
collapsing the problem into a purely abstract forecasting exercise. The models here
are not intended to replace field expertise. Rather, they provide an additional quanti-
tative signal that practitioners can incorporate into existing decision workflows. Be-
cause the framework is county-level and built from publicly accessible data sources,
it can be adapted to other agricultural watersheds facing similar questions about risk

targeting and conservation investment effectiveness.

1.7 Thesis Statement

This thesis argues that a domain-decomposed multi-kernel Gaussian Process,
trained on long-run county-level climate, agronomic, soil, and remote-sensing data
from the Maumee River Basin, can produce calibrated probabilistic predictions of
crop yield that are sufficiently reliable and interpretable to serve as the technical
foundation for county-level policy indices that evaluate conservation investment ef-
fectiveness and support more principled NRCS conservation targeting in nutrient-

impaired agricultural watersheds.

10



1.8 Thesis Structure

The remainder of this thesis is organized as follows. Chapter 2 reviews the rel-
evant literature on crop yield prediction, Gaussian Process modeling, conservation
practice adoption, remote sensing, and soil data. Chapter 3 describes the data sources
and preprocessing. Chapter 4 presents the Gaussian Process methodology. Chapter 5
evaluates the model. Chapter 6 develops the conservation policy indices. Chapter 7

concludes the thesis.

11



Chapter 2: Literature Review

This thesis draws on three research streams that have often developed separately:
crop yield prediction and uncertainty quantification, Gaussian Process modeling for
agricultural and environmental applications, and conservation program evaluation
in Midwestern agricultural systems. This chapter reviews each of these streams,
identifies their limitations, and places the work presented within this thesis within

context.

2.1 Crop Yield Prediction and Uncertainty Quantification

Crop yield prediction has been an active area of research for decades, with models
ranging from classical statistical regression techniques through to more recent devel-
opments in deep learning architectures. Early work focused on ordinary least squares
and related linear models, seeking to quantify the relationship between annual yields
and seasonal climate aggregates, e.g., growing season precipitation and degree days

[30]. These models are attractive for their interpretability and low data demands,
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but established an important empirical fact: interannual variability in weather ex-
plains a significant fraction of county-level yield variation within the Midwest. While
highly effective, their primary limitation for policy-relevant work is their inability,
within a linear model, to quantify nonlinear relationships between drought stress,
soil, and management practices, as are observed within actual agricultural systems.
Machine learning methods have improved point-prediction accuracy by relaxing
linearity assumptions between predictors and yield. Random Forest, Gradient Boost-
ing, and Support Vector Machine algorithms have been commonly used for predicting
yield and have been successful in achieving higher accuracy than other methods in
terms of mean squared error for point prediction when climate, remote sensing, and
soil data are used together [11, 9]. The major drawback of these methods is that
they are point predictors and cannot be used for providing prediction intervals.
The practical importance of this limitation is easy to understate but important
to note. Conservation targeting is not a problem of minimizing expected loss over
many decisions; it is a problem of making a single decision for each county in the face
of uncertainty. A county that is forecast to be 10 bushels per acre below trend level
has different implications depending on whether the uncertainty interval is small or
large. Without accounting for uncertainty, a policy tool may appear precise while

being fundamentally inaccurate for the decisions it is intended to guide.
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Deep learning models have also been applied for yield prediction, especially for
scenarios with access to remote sensing time series data. Convolutional Neural Net-
works and Long Short-Term Memory networks have shown strong potential for han-
dling complex nonlinear dynamics and temporal dependencies. These models have
reported strong results for yield estimation at the pixel level or field level [34, 32].
Even though they have shown strong results for yield estimation, deep learning mod-
els are generally less suitable for the current problem for several reasons: they require
large amounts of labeled data for training and are generally not well suited for han-
dling uncertainty estimates [5].

Process-based crop models such as DSSAT [10], APSIM, and EPIC have the ad-
vantage of providing a mechanistic alternative to statistical approaches. In process-
based crop models, the bio-physical processes of crop development, water movement
in the soil, and nutrient cycling are simulated based on physical laws. In process-
based crop models, the relationships between conditions and outcomes are explicit
and easily interpretable. However, process-based crop models also have the dis-
advantage of being highly data-intensive and requiring field-scale parameterization
of planting dates, variety characteristics, irrigation practices, and nutrient applica-
tions, which is not publicly available for the county scale. In addition, the output of
process-based crop models is usually deterministic unless the Monte Carlo method is
applied. However, the complexity of the implementation of the Monte Carlo method

is substantial. In the context of the present thesis, process-based crop models have
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the advantage of providing a useful conceptual framework for the physical structure
of crop yields. However, they have the disadvantage of not being a viable option for
the present thesis.

The next set of approaches deals with uncertainty quantification. Bayesian ap-
proaches have the advantage of providing uncertainty quantification in the form
of posterior distributions for the model parameters. However, the application of
Bayesian approaches to crop models is computationally intensive [3]. Conformal
prediction methods have the advantage of providing uncertainty quantification in
the form of prediction intervals for any point predictor. However, the prediction in-
tervals generated by the conformal prediction method do not depend on the internal
representation of the model and might not be informative in regions of high uncer-
tainty. Gaussian Processes have the advantage of being inherently probabilistic. The
posterior predictive distribution is the output of the model rather than the input to
the model.

The literature therefore reveals a gap: accurate point-prediction models exist,
but county-scale calibrated uncertainty suitable for conservation policy use remains

limited.

2.2 Gaussian Processes for Agricultural Modeling

Gaussian Processes (GPs) form a natural basis for probabilistic regression over
tabular data, as they specify a prior distribution over functions and deliver a poste-

rior predictive distribution at every new location [20]. In the GP formulation, the

15



prediction for a new county-year location is accompanied by a posterior mean (the
best point prediction of the yield anomaly) and a posterior variance (a principled
measure of the uncertainty remaining after conditioning on the available data). This
is exactly the kind of output required by the policy framework in the present thesis.

A key advantage of GPs in agriculture is the interpretability of the covariance
function. The kernel function encodes the structural assumptions about the map-
ping from the input space to the output space. The various input features operate
on different scales and have different degrees of smoothness. Climate features vary
abruptly from year to year, while soil features vary smoothly across geography and
remain stable over time. In contrast, management features might have “carryover”
effects with delayed response. A kernel-based model can capture each of these struc-
tures individually, rather than trying to put everything through a single covariance
function.

The definitive reference for GP regression establishes that Negative Log Marginal
Likelihood (NLML) is an appropriate criterion for joint model structure selection
and hyperparameter estimation [20]. NLML balances the goodness of fit to the
data and the complexity of the model through the log determinant term, thereby
implementing Bayesian Occam’s Razor. This is particularly useful in the presence of
limited training data, in which overfitting to noise features is a real concern.

Prior research has applied GPs in agricultural and environmental modeling in a

variety of ways. Some studies use single-kernel GPs for spatial interpolation of soil or
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climate variables, taking advantage of the kriging interpretation of GP regression [21].
Others embed GP components within hybrid architectures that combine deep feature
extraction with a GP output layer [34]. These studies collectively show that the
probabilistic structure of a GP is useful whenever uncertainty quantification matters.
However, most existing agricultural GP applications use a single isotropic kernel that
treats all input dimensions identically. That design choice is often too restrictive for
agricultural systems because it ignores the distinct physical interpretation of different
feature groups.

The multi-kernel approach in this thesis extends the additive kernel framework
developed in the GP literature [4]. By partitioning features into domain-specific
groups and assigning each group its own covariance function, the model can reflect the
fact that climate stress, management carry-over effects, and soil buffering capacity are
not the same type of signal and should not be modeled as if they were. Additive kernel
structures also preserve interpretability: because covariance components add rather
than interact multiplicatively, it is possible to reason about the relative contribution
of each domain to the overall prediction.

The choice of specific kernel family within each domain is also theoretically mo-
tivated. Smooth kernels such as the Radial Basis Function (RBF) are appropriate
for variables that are expected to vary continuously and slowly over the input space,
such as soil properties and geographic coordinates [21]. Matérn kernels with finite

smoothness parameters are more appropriate for signals that are structured but not
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infinitely smooth; a description that fits climate indicators such as SPEI, which
reflect weather patterns that are correlated across years but can change abruptly
under extreme events [20]. The Matérn-3/2 and Matérn-5/2 kernels are once and
twice differentiable, respectively, which means they can represent functions with lo-
calized discontinuities or near-discontinuities that a perfectly smooth RBF kernel
would inevitably oversmooth.

Hyperparameter initialization is another important practical issue in GP model-
ing. The NLML objective is non-convex with respect to the hyperparameters, which
means gradient-based optimization can converge to suboptimal local solutions if it is
started too far from the true optimum. [2] show empirically that data-driven initial-
ization strategies outperform arbitrary defaults across a range of kernel types. The
median pairwise Euclidean distance in the scaled feature space is a widely recom-
mended starting point for length scales because it places the model in a regime where
a substantial fraction of training pairs have non-trivial covariance - neither nearly
zero nor nearly one [2, 17]. The present thesis uses this heuristic for all three feature
groups, together with variance-based initialization for signal and noise terms.

Finally, it is worth noting what is still missing in the GP agricultural modeling
literature. While domain-decomposed or additive kernel designs have been studied

theoretically [4], few published applications use them in county-level agricultural
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prediction with explicit kernel structure selection and downstream policy interpreta-
tion. The present thesis fills that gap by combining principled kernel design with a
county-level conservation policy framework.

Table 2.1 summarizes the representative modeling approaches reviewed in this

section.

Table 2.1: Representative modeling approaches and their relevance to this thesis.

Approach Strengths Limitation for this thesis

Linear regres- Interpretable, sim- Cannot capture nonlinear inter-

sion ple, low data re- actions or produce calibrated un-
quirement certainty

Random For-
est / Gradient
boosting

Deep learning

Process-based
models

Single-kernel
GP

Domain-
decomposed
GP (this the-
sis)

Strong point predic-
tion, handles nonlin-
earities

Flexible, can exploit
remote sensing time
series

Mechanistic and
physically inter-
pretable
Probabilistic,
uncertainty-aware,
principled
Calibrated uncer-
tainty, domain-
structured, inter-
pretable

Limited probabilistic structure;
no calibrated predictive intervals

Requires large data; uncertainty
estimates often poorly calibrated

Requires field-level inputs not
available at the county scale

Isotropic kernel conflates cli-
mate, agronomic, and soil signal
structures

Computationally heavier; re-
quires principled kernel design
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2.3 Conservation Practice Adoption and Program Evalua-
tion

The second research stream relevant to this thesis concerns conservation practice
adoption and the evaluation of agricultural conservation programs in Midwestern
working-lands contexts. Conservation practices such as cover crops, nutrient manage-
ment plans, no-till, and reduced tillage are central to the policy toolkit for addressing
both agricultural resilience and phosphorus export in the Maumee Basin [15, 14, 1].
Although the environmental rationale for these practices is well established, their im-
plementation, persistence, and measurable effectiveness are more difficult to evaluate
at the county scale.

Field-scale and watershed-scale studies provide the clearest evidence that con-
servation practices can substantially reduce erosion and nutrient losses when imple-
mented consistently. USDA CEAP analyses of the western Lake Erie basin showed
meaningful reductions in soil loss and edge-of-field nutrient transport under con-
servation scenarios compared to pre-program baselines [27]. More recent watershed
studies have shown that cover crops, subsurface drainage management, and nutrient
placement can reduce DRP losses even in anomalously wet years [24, 1].

However, adoption has not been uniform across the Midwest or within the Maumee
Basin. Satellite-based research indicates that cover crop adoption has increased sub-

stantially since 2011, although it remains a minority of corn and soybean acres|[22].
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Adoption also varies substantially across counties in ways that are influenced by in-
formation access, producer characteristics, program outreach, and economic factors
rather than biophysical need [19, 33]. A related problem is disadoption: conservation
practices are not necessarily permanent and may be abandoned when costs, logis-
tics, or changing farm conditions reduce their value [18]. This matters for program
evaluation because historical funding may overstate current conservation benefit if
practices are no longer maintained.

The literature also reveals structural limitations in program access. Conservation
policy organization reports have found that demand for the program exceeds funding,
approval of applications varies based on staff activity rather than producer need, and
counties with higher baseline conservation capacity may be better able to compete
for funding [6, 7, 8]. These studies suggest that county funding levels cannot be
taken as a simple indicator of current need or program effectiveness, but also reflect
access and capacity factors.

From the perspective of policy evaluation, this literature reveals the methodolog-
ical need for a model capable of differentiating funding events from conservation
capital, accommodating the lagged receipt of program benefits, and relating cumula-
tive program investment to county yield outcomes. That is precisely the role of the

CES metric developed in Chapter 6 of this thesis.
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2.4 Remote Sensing and Conservation Monitoring

Remote sensing has become an important tool for monitoring agricultural man-
agement at regional scales because it provides spatially consistent, repeatable obser-
vations that do not depend on producer self-reporting. Vegetation indices, particu-
larly the Normalized Difference Vegetation Index (NDVI), are especially useful for
detecting off-season vegetative cover because cover crops produce a distinct green-
ness signal between harvest and spring planting that is largely absent from bare or
poorly managed fields [22].

Recent work has shown that multi-source satellite data can be used to track
cover crop adoption trends across large regions. Sun et al. [22] used a Landsat-
MODIS fusion approach to estimate cover crop presence across the Midwest. This is
directly relevant to this thesis because off-season NDVI is used as a continuous feature
representing cover intensity, allowing the Gaussian Process model to learn how the
level of vegetative cover relates to yield anomalies and downstream conservation
performance.

The advantage of remote sensing in this context is that it captures management
intensity as a gradient rather than a binary indicator. A continuous NDVI signal
is better suited to capturing this variation than administrative enrollment records,
which record whether a contract was signed but not how consistently the practice

was implemented.
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A practical limitation of the remote sensing approach used here is that county-
level NDVI aggregates smooth over within-county heterogeneity. This is an inherent
constraint of the county-level modeling framework and is discussed further as a di-

rection for future integration with precision agriculture data.

2.5 Soil Data and Spatial Interpolation

Soil properties are a critical and often underweighted component of agricultural
yield prediction at the county scale. Available water capacity, organic matter content,
drainage class, and soil vulnerability collectively determine how a given county’s
crop production responds to climate variability. In the Maumee Basin, where soils
range from well-drained loams to poorly drained heavy clays overlying extensive tile
drainage systems, soil heterogeneity is a first-order driver of both yield levels and
yield risk.

The SSURGO database [13] provides a standardized, nationally consistent source
of soil information at the map unit level. County-level attributes derived from
SSURGO are widely used in agricultural modeling because they are consistently
available across space and time. AWC is especially important in the present con-
text because it mediates yield losses in dry years: high-AWC soils can buffer a crop
through a short-term drought while low-AWC soils show rapid stress response. On
the other hand, counties without sufficient natural drainage or tile infrastructure will
have higher probability of waterlogging in wet years, thus depressing county yield

below trend in anomalously wet years.
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The conceptual link between soil properties and GP kernel design is the spatial
correlation structure that characterizes soil variation. Classical geostatistics (kriging
in particular) is built around the assumption that soil properties are spatially cor-
related, with nearby locations being more similar than distant ones [21]. This same
assumption motivates the use of smooth covariance functions, such as the RBF ker-
nel, for the soil feature group in this thesis. Soil properties change gradually across
the landscape; they do not exhibit the abrupt year-to-year shifts that characterize
climate anomalies. A smooth kernel reflects that structure, and the kernel selection
procedure in Chapter 4 confirms that the RBF kernel achieves a better marginal

likelihood than Matérn variants for the soil feature group.

2.6 Research Gaps and Thesis Positioning

The literature reviewed in this chapter points to four specific gaps that motivate
the present work.

First, crop yield prediction literature contains many accurate point-prediction
models but relatively few that produce calibrated uncertainty in a form suitable for
conservation policy use. This is especially true at the county level, where sample sizes
are modest and interpretability is important. The multi-kernel GP in this thesis is
designed to address that gap by providing principled predictive distributions rather
than point estimates.

Second, the Gaussian Process literature offers strong theoretical support for

probabilistic agricultural prediction, but few published county-level applications use
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domain-decomposed kernels to separate climate, agronomic, and soil structure in a
principled way. The kernel design in this thesis is explicitly motivated by that gap,
and the NLML-based kernel selection procedure provides an objective and repro-
ducible justification for the structural choices made.

Third, the conservation program evaluation literature generally focuses on adop-
tion, funding, or environmental outcome, but does not often relate county investment
history to long-run yield risk in a lag structure. The CES metric developed in this
thesis address that gap by encoding the temporal decay structure of conservation
benefits directly into the policy metrics.

Fourth, many county-level agricultural analyses implicitly assume that all coun-
ties in a region are methodologically comparable, even when the agricultural system
differs substantially. A yield-based risk framework is not appropriate for counties
where livestock production dominates because yield anomaly is not a meaningful
summary of agricultural output in those settings. The county agricultural system
classifier developed in Chapter 6 addresses that gap by ensuring that the framework
is applied only within a defensible and documented scope.

Together, these four gaps define a clear role for the integrated framework devel-
oped in this thesis: a county-level, probabilistic, lag-aware, scope-bounded framework
for agricultural risk assessment and conservation policy evaluation in the Maumee

River Basin.
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Chapter 3: Data

This chapter describes the five core data sources used in this thesis, the prepro-
cessing and quality-control pipeline applied to each, and the feature engineering deci-
sions that produce the county-year feature matrix consumed by the Gaussian Process
model. All data processing is implemented in Python and is fully reproducible from

publicly available source files and web-accessible interfaces [16, 13, 31, 23].

3.1 Study Area and Temporal Scope

The study area is the Ohio portion of the Maumee River Basin, which comprises
counties whose drainage area is predominantly contained within the Maumee wa-
tershed and its major tributaries. The Maumee watershed is a major agricultural
basin spanning approximately 6,350 square miles in northwest Ohio, northeast Indi-
ana, and southeast Michigan [28, 12]. The Ohio portion covers sixteen counties that
span a gradient from more diversified agricultural systems in the eastern portion

to highly specialized corn-soybean production in the western and central portions.
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After applying the agricultural system classification filter described in Section 6.3, a

row-crop-dominant subset of these counties is used for the primary policy analysis.

Agricultural System Classification of Ohio Counties
Using USDA NASS 2022 County Profile reports

Williams

Putnam

Allen

Hardin
Auglaize
Mercer J T
—_—

shelby

County Classification
[ Yield-dominant
[ Both
[ Livestock-dominant

Figure 3.1: Study area map of the Ohio portion of the Maumee River Basin, showing
county boundaries and the counties retained for the primary analysis.

The yield prediction model covers 1986-2022, the period for which county-level
yield, climate, remote sensing, and soil data are simultaneously available. The model
does not extend prior to 1986 because county-level NASS yield data, NOAA climate

station data, and satellite image data will not be simultaneously available for the full
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period for the counties in the Maumee basin. The policy analysis uses the shorter
period 2014-2022 based on the availability of county-level NRCS practice funding

data.

3.2 Climate Data

Daily climate observations are provided by the NOAA National Centers for Envi-
ronmental Information (NCEI) land-based surface archive. Station-level records are
assembled from two overlapping historical datasets and merged by station identity
and observation date. Station coordinates are geocoded to assign each station to the
county within whose boundary it falls, and county-level daily values are computed
as the unweighted mean across all stations assigned to each county.

For cach station-day record, precipitation and maximum and minimum tem-
perature are extracted. These daily observations are aggregated to monthly totals
for precipitation and monthly means for temperature extremes. Monthly potential
evapotranspiration (PET) is estimated using the Thornthwaite method [23], which
is a temperature-based approximation that is appropriate for data-sparse regional
analysis where radiation and humidity records are incomplete. Monthly water bal-
ance is computed as precipitation minus PET, and the Standardized Precipitation-
Evapotranspiration Index (SPEI) is derived at 3-, 6-, and 12-month accumulation

windows [31].
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SPEI is a multiscalar drought index that accounts for both the moisture supply
(precipitation) and demand (evapotranspiration) dimensions of water balance, mak-
ing it sensitive to temperature-driven drought as well as precipitation deficits. The
three accumulation windows capture distinct aspects of agricultural water stress:
SPEI-3 reflects short-term in-season moisture conditions relevant to immediate crop
stress; SPEI-6 captures the seasonal cumulative water balance relevant to soil mois-
ture recharge and growing season productivity; and SPEI-12 captures longer-run
hydrological conditions relevant to multi-year carry-over effects and annual drought
classification.

Additional climate features are computed from the daily temperature record.
Growing degree days (GDD, base 10°C) are accumulated from April through Septem-
ber to capture the thermal environment available to corn and soybean development.
Extreme heat days (EHD) are counted as the number of days within the growing
season with maximum temperature exceeding 35°C, capturing heat stress that can
reduce pollination success and grain fill. Growing-season precipitation (gs_precip)
is the total precipitation from May through August. These six variables (SPEI-3,
SPEIL-6, SPEI-12, GDD, EHD, and gs_precip) constitute the climate feature group
for the Gaussian Process model.

A county-year drought classification is also derived from SPEI-12 for use in year-

type stratification in the evaluation results presented in Chapter 5: dry years are
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defined as SPEI-12 < —0.5, wet years as SPEI-12 > +0.5, and normal years other-

wise.

3.3 Crop Yield Data

County-level corn and soybean yield, planted acreage, and harvested acreage are
sourced from the USDA National Agricultural Statistics Service (NASS) Quick Stats
database [26]. These data are annual survey estimates reported at county scale,
making them appropriate for a basin-wide longitudinal analysis. The NASS county
program has maintained consistent survey methodology across the study period,
supporting long-run comparisons.

The target variable is yield anomaly, defined as the deviation of the county’s
reported yield from its county-specific long-run linear trend. The linear trend is
estimated by ordinary least squares regression of yield on calendar year for each
county-crop combination. Detrending removes the component of yield variation at-
tributable to broad technological improvement over time (variety genetics, precision
application, hybrid development) and isolates the year-to-year variability associated
with weather stress, soil conditions, and management practices. Detrended yield
anomaly is the appropriate target for a model whose inputs are also primarily year-
specific factors.

The one-year lagged yield anomaly is included as an agronomic feature because it
captures persistence in local production conditions and the carryover effects of man-

agement decisions or soil conditions from the prior growing season. Seed inventory,
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soil compaction, residue conditions, and pest pressure can all carry forward in ways
that influence the following year’s outcome, and the lag provides a data-driven rep-
resentation of this dynamic without requiring explicit records of those intermediate
mechanisms.

A binary crop indicator (corn = 1, soybean = 0) is included to allow the model
to learn crop-specific responses to the same climate and soil conditions. Corn and
soybean have distinct yield formation periods, drought sensitivity windows, and heat
tolerance thresholds, and a single indicator allows those differences to be captured
jointly without fitting separate models. Harvested acreage is retained as a normaliz-
ing variable for the conservation investment analysis in Chapter 6, where it converts

practice funding to a per-acre basis comparable across counties of different sizes.

Data Source Temporal Coverage
GP model spans 1986-2022 (36 years); Policy analysis constrained to NRCS data availability (2014-2022)
GP model

,Policy analysis
window starts {window starts

NASS Crop Yields
(Crop/Soybean)

Climate Station
Network

Landsat NDVI
(cover intensity)

SSURGO Soil
Properties

static

Funding Records
NRCS EQIP/CSP

3
a
[
Lome———d —— —— —— -

1970 1975 1980 1985 1990 1995 2000 2005 2010 2015 2020 2025
Year

Figure 3.2: Temporal coverage of the five data sources used in the thesis, showing the
overlap between climate, yield, NDVI, soil, and NRCS funding records.



3.3.1 USDA Census of Agriculture Data

County agricultural system classification is derived from USDA NASS Census
of Agriculture county profile reports for 2022 [26]. Each county profile includes a
“Share of Sales by Type” breakdown and livestock inventory estimates that together
characterize whether a county’s agricultural economy is dominated by row-crop pro-
duction, livestock production, or a mixed system. This information is used only as
a scope filter for the yield-based policy analysis (see Section 6.3) and is not included

as a feature in the Gaussian Process model.

3.4 Remote Sensing: Off-Season NDVI

Cover crop intensity is proxied using off-season Normalized Difference Vegetation
Index (NDVI) extracted from Google Earth Engine. The off-season window is defined
as November through March, when primary commodity crops are absent from the
field and any vegetative signal reflects winter cover crops, cover crop residue, or early
spring establishment. This approach follows the satellite-based cover crop detection
methodology developed by Sun et al., who showed that multi-source imagery can
track adoption trends at regional scale with sufficient accuracy to detect policy-
driven increases in adoption rates.

Landsat 5/7/8 and MODIS Terra imagery are combined to construct annual

county-level NDVI summaries. Cloud masking is applied using the quality assurance
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(QA) bands associated with each product to exclude pixels with likely cloud contam-
ination. County administrative polygons are used to spatially aggregate pixel-level
observations to county means. The off-season NDVI value assigned to a given crop
year is the mean of monthly mean NDVI values across the November-to-March win-
dow preceding that growing season.

This continuous proxy for vegetative cover is preferable to a binary enrollment
indicator for several reasons. Conservation practice adoption is not uniform across
a county’s fields; the proportion of enrolled versus non-enrolled acreage, the seeding
density, and the temporal persistence of cover crop establishment all vary within a
county from year to year. A mean NDVI signal captures that variation in a way that
a binary variable cannot. It also captures non-enrolled land management practices
such as winter wheat or other cover grasses that contribute to the vegetative signal

without being formally tied to NRCS contracts.

3.5 Soil Data

Soil properties are extracted from the USDA SSURGO database via the Soil Data
Access (SDA) web interface [13]. The query fetches component-level characteristics
for each target county and then aggregates these to the county scale using component
percentage as the weight. This ensures the relative importance of different soil types
within a county is maintained and not all map units are treated equally.

The soil feature group includes available water capacity (AWC, volume frac-

tion), organic matter content (weight percent), drainage class (encoded as continuous
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score), a composite soil vulnerability index derived from drainage class and available
water capacity, and county centroid latitude and longitude. These six variables form
the soil and spatial feature group for the Gaussian Process model.

AWC and drainage class are critical soil properties in the Maumee Basin for dif-
ferent reasons. In dry years, available water capacity buffers crop water demand and
delays the onset of stress; counties with high available water capacity are relatively
insulated from short-duration drought stress. In wet years, drainage class dictates
the rate at which water moves through the soil profile; counties that are poorly
drained and rely on surface drainage may be subject to prolonged saturation of the
root zone and subsequent reductions in yields due to low oxygen availability. The
composite soil vulnerability index combines these two critical soil properties into a
single feature that captures the county’s aggregate susceptibility to soil-driven yield
stress.

Soil properties are considered temporally constant during the simulation period
because the structural properties derived from SSURGO data, such as AWC, texture
class, organic matter, and drainage, evolve on a geologic time scale, which is consid-
ered slow compared with the annual simulation window. County centroid coordinates
are included as spatial features to allow the model to capture residual geographic

structure in yield outcomes not fully explained by the tabulated soil attributes.
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Figure 3.3: County-level yield anomaly trends for corn across the Maumee Basin study
period.

3.6 NRCS Conservation Practice Funding Data

County-level NRCS practice funding records are obtained from USDA public pro-
gram data for fiscal years 2014-2022 [16, 25]. The dataset spans six NRCS working-
lands program streams: EQIP Farm Bill, EQIP IRA, RCPP-EQIP, CSP Farm Bill,
CSP IRA, and the CSP Grassland Conservation Initiative (CSP-GCI). The dataset
includes obligated dollars and practice instance counts aggregated by county, fiscal
year, practice code, and conservation program. Practice names are parsed to ex-
tract the NRCS numeric code suffix, which allows records to be mapped to specific
conservation practices: cover crop (340), nutrient management (590), no-till (329),
residue management (344/345), conservation cover (327), and related yield-relevant

soil health practices.

35



The resulting filtered funding data, normalized to per-acre terms using county
harvested acreage, form the input to the Conservation Effectiveness Score developed

in Chapter 6.

3.7 Feature Engineering

The final county-year feature matrix is constructed by merging all five data
sources on a county-year-crop index. The resulting feature set is organized into
three groups that correspond directly to the three GP sub-kernels: a six-dimensional
climate vector, a three-dimensional agronomic vector, and a six-dimensional soil and
spatial vector. This grouping is deliberate and reflects the distinct physical and
temporal characteristics of the information in each group.

Several preprocessing transformations are applied before modeling. All contin-
uous features within each domain group are standardized to zero mean and unit
variance using training-set statistics only, preventing information leakage from test
observations into the normalization procedure. Yield is detrended as described above.
NRCS funding is converted to per-acre terms. Off-season NDVI is aggregated across
the five-month window to reduce sensor noise and cloud contamination. County cen-
troid coordinates are standardized to the same scale as other soil features so that
they contribute to the GP covariance on a comparable basis.

Missing values in the yield record are handled by dropping county-year-crop ob-
servations with missing yield anomaly or missing lagged yield anomaly. Counties

with fewer than fifteen usable observations after this filter are excluded from the
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model entirely because GP fitting is unreliable with very sparse records. After all fil-
tering, the final modeling dataset contains 1,095 county-year-crop observations across

sixteen counties and thirty-seven years.

3.8 Dataset Summary

Table 3.1 summarizes the main data sources, their temporal coverage, and the

features derived from each.

Table 3.1: Summary of data sources, temporal coverage, and derived features.

Source Resolution Coverage  Derived Features
NOAA NCEI Station / 1970-2022  SPEI-3, SPEI-6, SPEI-12,
day GDD, EHD, growing-season
precipitation
USDA NASS County / 1970-2022  Yield anomaly, lagged yield
year anomaly, crop indicator,
acreage
Landsat / County / 1984-2022  Off-season NDVI mean (cover
MODIS month intensity)
USDA SSURGO County / Latest sur- AWC, OM, drainage score,
/ SDA static vey soil vulnerability, latitude,
longitude

NRCS  practice County / 2014-2022 Yield-relevant practice fund-
data fiscal year ing, practice counts, conserva-
tion indices
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Chapter 4: The Domain-Decomposed Multi-Kernel

Gaussian Process

4.1 Overview

A Gaussian Process (GP) defines a prior distribution over functions f : X — R
such that for any finite collection of inputs {z1,...,z,}, the corresponding function
values are jointly Gaussian [20]. Given an observed dataset D = {(x;, y;)}!, where
yi = f(x;) + & and g; ~ N(0,02), the posterior predictive distribution at a new

input z* is

p(y* | x*7D) = N(laa &2)7 (4'1)

2 are closed-form functions of the kernel matrix and the training

where 1 and &
targets [20]. The predictive mean i serves as the point estimate of yield anomaly,

and the predictive standard deviation ¢ provides the uncertainty estimate that later

supports the Agricultural Risk Index and related policy indices.
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The central modeling choice in this thesis is to use a domain-decomposed additive
kernel structure rather than a single isotropic kernel over all input features. The full

feature vector is partitioned into three disjoint subspaces:

z. € R® (climate features) (4.2)
r, € R* (agronomic features) (4.3)
zs € R® (soil and spatial features) (4.4)

The total kernel is defined as the sum of three sub-kernels operating on these
disjoint subspaces, together with a white-noise term representing measurement error

and unexplained variance:

k(z,2") = ke(xe, 2)) + ko(xa, 2)) + ks(Ts, %) 4 Knoise- (4.5)

This additive structure reflects the modeling assumption that climate stress, agro-
nomic carry-over effects, and soil buffering capacity contribute in structurally distinct
but complementary ways to county-level yield outcomes. It also preserves inter-
pretability: each domain can be analyzed and selected separately rather than being
absorbed into a single undifferentiated covariance. The design follows the additive

Gaussian Process framework of [4].
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Figure 4.1: Conceptual structure of the domain-decomposed multi-kernel Gaussian Pro-
cess. Separate kernels are assigned to climate, agronomic, and soil/spatial feature groups.
The resulting covariance components are added to form the final GP prior. The design
reflects the fact that each feature domain has a different smoothness structure and a dif-
ferent agronomic interpretation.

4.2 Kernel Selection by Negative Log Marginal Likelihood

Each sub-kernel family is selected from a candidate set by minimizing the Nega-
tive Log Marginal Likelihood (NLML) on the training data. The NLML is defined

as

1 _ 1 n
L(0)=—logp(y| X,0) = EyTKy Yy + 5 log | K| + 5 log 27, (4.6)

where K, = K + 021 and 6 denotes the full set of kernel hyperparameters [20].
This objective provides a principled Bayesian model selection criterion. The data-
fit term %yTKy_ 1y rewards kernels that explain the training targets well, while the

complexity penalty term 1 log |K,| penalizes kernels that can explain the data only
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through highly concentrated probability mass over a restricted class of functions.
This balance implements the Bayesian Occam’s Razor principle: among kernels that

explain the data equally well, the simpler one is preferred.

Climate feature group. The candidate kernels are Matérn-3/2, Matérn-5/2, and
RBF. Matérn-5/2 achieves the best NLML and is selected. This is appropriate
because climate variables such as SPEI are structured but not infinitely smooth:
they vary year to year in a way that is smoother than abrupt shocks but rougher

than soil properties.

Agronomic feature group. The candidates are a Matérn-5/2, Matérn-3/2, and
RBF. Matérn-3/2 achieves the best NLML and is selected. This is appropriate
because the agronomic feature group contains variables with sharper year-to-year
changes than soil properties: crop type is discrete, lagged yield anomaly can shift
abruptly after shocks, and cover-intensity signals can vary with management deci-

sions, making the group rougher than the slowly varying soil/spatial feature group.

Soil and spatial feature group. The candidates are RBF, Matérn-5/2, and
Matérn-3/2. RBF achieves the best NLML and is selected. This result is consis-
tent with the expectation that soil propertics and county-level spatial coordinates
vary smoothly across the landscape: soil texture, organic matter, and drainage class

change gradually across neighboring counties in a way that an infinitely smooth

41



RBF can represent well. Unlike climate signals, soil properties do not exhibit abrupt
annual transitions.

Table 4.1 reports the full NLML and test-set performance for all candidate ker-
nels.
Table 4.1: Sub-kernel structure selection results. NLML is the primary model-selection

criterion; RMSE and CRPS are reported on the held-out test set for reference. Lower
NLML, RMSE, and CRPS are better. Bold indicates the selected kernel for each group.

Group Kernel NLML RMSE CRPS

Climate Matérn-3/2 1325.66 11.39 6.47
Matérn-5/2 1325.12 11.54 6.55
RBF 1325.49 11.69 6.63

Agro Matérn-5/2 1426.34 12.93 7.33
Matérn-3/2 1362.76 11.89 6.60
RBF 1366.53 12.20 6.74

Soil RBF 1431.00 12.49 7.12
Matérn-5/2 1433.82 12.49 7.12
Matérn-3/2 1437.12 12.48 7.12

4.3 Data-Driven Hyperparameter Initialization

Standard GP implementations often initialize hyperparameters at arbitrary de-
fault values. That is acceptable for small examples but problematic for a county-
level agricultural dataset where the optimization surface is non-convex and feature
groups operate on different scales. This thesis therefore uses data-driven initialization
throughout.
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For each feature group, the initial length scale is set to the median pairwise
Fuclidean distance between training observations in the corresponding standardized
feature subspace. This median heuristic places the model in a stable initialization
regime in which approximately half of all training pairs have non-trivial covariance
under the kernel - neither near zero (the kernel does not communicate between these
points) nor near one (the kernel treats them as identical). This property has been
studied formally and shown empirically to reduce sensitivity to initialization com-
pared to uniform or random starting points [2, 17].

For the current dataset, the median pairwise distances in the standardized feature
spaces are 2.64 for the climate group, 2.20 for the agronomic group, and 3.26 for the
soil and spatial group. These values reflect the different dimensionality and spread
of each feature group after standardization.

The signal variance is initialized at the empirical variance of the training target:
07 = Var(y) = 246.67. The noise variance is initialized at 10% of the signal variance:
02 = 24.67. This initialization encodes the reasonable prior that measurement error
constitutes a minority of the total variance in county-level yield anomaly, which is
dominated by structured climate and soil signals rather than noise.

A sensitivity analysis over a range of noise initializations from 0.01x to 10x
the base estimate confirms that the final optimized solution is stable once the ini-
tialization is within the correct order of magnitude. Additional optimizer restarts

beyond three produce negligible improvement in NLML, which indicates that the
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data-driven initialization already places the optimizer near a well-conditioned local
optimum. Seven restarts are used in the final model to ensure robustness against
residual sensitivity.

Table 4.2 summarizes the initialization choices and their justifications.

Table 4.2: Hyperparameter initialization and sensitivity analysis. The final solution is
robust to moderate perturbations of the noise initialization and optimizer restart count.

Quantity Value Interpretation Used in final model
Climate length scale 2.64 Median pairwise distance Yes
Agronomic length scale 2.20 Median pairwise distance Yes
Soil length scale 3.26 Median pairwise distance Yes
Signal variance 246.67 Empirical target variance Yes
Noise variance 24.67  10% of signal variance Yes
Optimizer restarts 7 Robust against local optima  Yes

4.4 Final Learned Kernel

After optimization by L-BFGS-B over the log-hyperparameter space starting from

the data-driven initialization, the final learned kernel is

k = 227" kyars/2(€ = 10) + 1.11% kygaez 2 (€ = 10) + 1.87%kgpr(¢ = 5.31) + kwnite (07 = 0.558).
(4.7)
The climate sub-kernel has the largest variance, approximately 5.15, indicating

that climate contributes the strongest signal to county-level yield variation. This
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is consistent with the well-established finding that growing-season drought and heat
stress explain a large share of interannual yield variation in Midwestern corn-soybean
systems. The soil sub-kernel follows, with variance approximately 3.50, reflecting
substantial spatial structure in yield productivity associated with soil water capacity
and drainage. The agronomic sub-kernel is smaller, with variance approximately
1.23, capturing the marginal contribution of cover intensity, crop type, and prior-
year conditions beyond what climate and soil account for.

The learned noise term is small (02 = 0.558) relative to the summed signal
variance of approximately 9.98. This high signal-to-noise ratio is an important result
because the policy indices in Chapter 6 depend on the predictive distribution being
informative enough to distinguish between counties on the basis of their risk level.
A model in which noise dominated the signal would produce wide, nearly identical

prediction intervals that could not support meaningful county-level ranking.

4.5 Baseline Models and Experimental Setup

The multi-kernel GP is compared against deterministic baselines such as Linear
Regression, Ridge Regression (o = 1.0), Random Forest (200 trees), Gradient Boost-
ing (200 estimators), and Support Vector Regression. The probabilistic baseline is a
single-kernel GP variants using an RBF kernel, a Matérn-3/2 kernel, or a Matérn-5/2
kernel, depending on the variant in Table 5.1. All models are trained on data from

1986-2017 and tested on 2018-2022 (a five-year prospective holdout).
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The deterministic baselines are evaluated using RMSE and R?. The GP models
are evaluated using RMSE, Continuous Ranked Probability Score (CRPS), and the
empirical coverage of the 90% prediction interval (Coverage@90). This asymmetric
reporting is intentional: the thesis is primarily interested in probabilistic perfor-
mance, and the deterministic baselines are included as reference points rather than
as directly competing methods.

For LOCO, the comparison is restricted to GP variants because the ARI policy

application requires predictive distributions rather than point forecasts.

4.6 Model Evaluation Strategy

Two forms of validation are used in Chapter 5. First, Leave-One-County-Out
(LOCO) cross-validation tests whether the model generalizes to counties excluded
from training, simulating the deployment scenario of applying the model to a new
county not seen during fitting. Second, a prospective temporal horizon analysis tests
whether the model retains useful predictive skill for observations beyond the end of
the training window, which is directly relevant to its use as a planning tool for future
growing seasons.

This evaluation design is intentionally strict. A county-level model can appear
accurate in-sample by memorizing county-specific structure that does not generalize.
LOCO directly tests generalizability. Similarly, a model that fits historical data well

may lose calibration under future conditions when climate patterns shift or when

46



the model encounters years outside its training distribution. The temporal horizon

analysis tests that property explicitly.

4.7 Summary

The main technical contribution of this chapter is a county-level multi-kernel
Gaussian Process that separates climate, agronomic, and soil/spatial signal struc-
tures using sub-kernels selected by Negative Log Marginal Likelihood, with hyperpa-
rameters initialized from data-driven heuristics. The resulting model is both predic-
tive and interpretable, and the final learned kernel structure provides interpretable
quantification of how much each feature domain contributes to the county-level yield
anomaly signal. This probabilistic foundation supports the policy analysis developed

in Chapter 6.
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Chapter 5: Model Evaluation

5.1 Baseline Comparison

Table 5.1 reports the baseline comparison under the temporal split, with training

on 1986-2017 and testing on the five-year holdout period 2018-2022.

Table 5.1: Baseline comparison under temporal split (test: 2018-2022, n = 111 observa-
tions). Lower RMSE and CRPS are better; higher R? and Coverage@90 are better. R?
is not reported for GP models because the primary evaluation criteria are probabilistic

(CRPS and Coverage@90)

Model RMSE R? CRPS Cov@90
Linear Regression 13.61 —0.305 — —
Ridge Regression 13.61 —0.305 — —
Random Forest 12.19 —-0.047 — —
Gradient Boosting 13.60 —0.303 — —
SVR 11.61 +0.050 — —
GP-RBF 12.80 — 7.000 0.856
GP-Matern32 12.55 — 6.850 0.847
GP-Maternb2 12.66 — 6.913 0.856
Multi-Kernel GP (this work) 12.54 —  6.850 0.856
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Table 5.1 shows that the temporal holdout period is genuinely difficult: most
models achieve negative or near-zero R?, indicating that naive extrapolation of his-
torical structure is insufficient for 2018-2022. SVR obtains the lowest point-prediction
RMSE (11.61 bu/ac), but it does not provide a predictive distribution, which limits
its usefulness for policy deployment. Among the GP models, the multi-kernel GP
attains the lowest temporal-split RMSE (12.54), narrowly ahead of GP-Matern32
(12.55), while CRPS is tied at 6.850 between the two models.

The main advantage of the multi-kernel GP is not best temporal-split RMSE,
but interpretability and calibrated policy-oriented uncertainty. A single-kernel GP
such as GP-RBF is the natural ablation of the multi-kernel design because it removes
the domain decomposition and collapses the three feature groups into one covariance
structure. In contrast, the multi-kernel GP assigns separate covariance functions
to climate, agronomic, and soil feature groups. This matters because the relevant
covariance structure differs across domains: climate effects accumulate over different
time scales than soil properties or agronomic management.

This domain-aware structure is also supported by the LOCO results, which are
the most relevant for deployment to new counties. On LOCO, the multi-kernel GP
achieves RMSE = 12.56 bu/ac, CRPS = 6.95 bu/ac, and Coverage@90 = 91.9%,
improving on the single-kernel GP-RBF baseline on CRPS and providing calibrated

uncertainty for policy use.
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5.2 Leave-One-County-Out Evaluation

The primary validation protocol is Leave-One-County-Out (LOCO) cross-validation.
In each fold, the model is trained on all counties except one and evaluated on the
withheld county. This evaluation is the most stringent test of county-level general-
izability because it directly simulates deployment to a county that was not present
during training.

Table 5.2 reports per-county LOCO results for the multi-kernel GP.
Table 5.2: Leave-One-County-Out evaluation results for the multi-kernel GP. Cover-

age@90 is the empirical fraction of test observations falling inside the model’s 90% predic-
tion interval. The final row reports the basin-level mean.

County n RMSE CRPS Cov@90
Allen 73 18.72 10.33 0.877
Auglaize 74 13.09 7.18 0.892
Defiance 73 10.62 5.96 0.945
Fulton 73 8.72 5.30 0.986
Hancock 71 12.21 6.80 0.901
Hardin 44 16.38 8.93 0.955
Henry 60 11.99 6.38 0.933
Lucas 72 9.58 5.52 0.944
Mercer 74 14.86 7.84 0.905
Ottawa 60 13.94 7.85 0.867
Paulding 73 11.88 6.45 0.904
Putnam 60 13.87 7.38 0.883
Sandusky 74 10.42 6.08 0.973
Shelby 74 13.56 7.31 0.892
Williams 60 10.33 5.92 0.950
Wood 72 10.76 5.95 0.903

Mean 67.9 12.56 6.95 0.919

20



The basin-level mean Coverage@90 of 0.919 indicates slight over-coverage relative
to the nominal 90% target. Conservative calibration (where actual coverage exceeds
nominal coverage) is preferable to overconfident intervals in a policy-support context.
An interval that is slightly wider than necessary means that the model is less likely
to signal false confidence in a yield forecast, which matters when the output is used
to prioritize conservation outreach.

Performance varies across counties in ways that have interpretable explanations.
Fulton County achieves the strongest calibration and one of the lowest RMSE values,
consistent with its highly homogeneous row-crop character and well-constrained soil
and climate conditions. Allen County shows the highest RMSE, consistent with its
more diverse agricultural structure and transitional position at the eastern edge of
the basin where soil types and drainage patterns are more variable. Mercer County’s
elevated RMSE is also consistent with its livestock-dominant character, which means
that the yield anomaly signal in that county is less tightly linked to the climate and

soil features that drive the model elsewhere.

5.3 Calibration and Probabilistic Performance

A probabilistic model is useful for policy applications only if its uncertainty is
calibrated as well as sharp. For a nominal coverage level p, a well-calibrated model
should contain observed values within its p% prediction interval approximately p

fraction of the time across the entire test set. In this thesis, calibration is assessed
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using the empirical Coverage@90 metric and the Continuous Ranked Probability
Score (CRPS).
CRPS evaluates the entire predictive distribution simultaneously:
A . 2

CRPS(F,y) = / [F(z) —1(z>y)| dz, (5.1)
where F' is the predictive cumulative distribution function and y is the observed
value. For a Gaussian predictive distribution with mean £ and standard deviation &,
CRPS has a closed-form expression that penalizes both poor calibration (incorrect
coverage) and low sharpness (unnecessarily wide intervals). Lower CRPS indicates
a better predictive distribution.

The basin-mean CRPS of 6.95 bu/ac under LOCO improves on the single-kernel
GP-RBF baseline, confirming that the domain-decomposed kernel structure improves
the quality of the predictive distribution, not only point accuracy. The consistency
between empirical Coverage@90 (0.919) and the nominal target (0.90) is an important
validation result, because it indicates that the model’s uncertainty estimates err on

the side of caution rather than overconfidence, which is the appropriate direction for

a decision-support tool.

5.4 Performance by Year Type

Table 5.3 reports LOCO performance stratified by year type.
The model achieves its best performance in dry years (RMSE = 11.39, CRPS =

6.30), which is an important result for the policy application. Dry years are among
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Table 5.3: LOCO performance stratified by year type. Dry years: SPEI-12 < —0.5; wet
years: SPEI-12 > +0.5; normal years otherwise.

Year Type n RMSE CRPS Cov@90

Dry 205 11.39 6.30 0.941
Normal 565 12.96 7.00 0.912
Wet 317 13.11 7.13 0.918

the most actionable conditions for conservation intervention because yield shortfalls
are most likely to motivate outreach, and conservation targeting is most urgent.
The model’s stronger performance in those years means that the ARI index is most
reliable exactly when it is most needed.

The relatively weaker performance in wet years (RMSE = 13.11) is expected.
Waterlogging and excess moisture effects are driven by within-county variation in
tile drainage completeness, field-level topography, and subsurface hydrology that
are not captured by the county-level feature set. No county-level climate index
fully captures the differential within-county response to excessive soil moisture that
depends on field-scale drainage infrastructure. This is a genuine and acknowledged

limitation of the county-level modeling framework.

5.5 Temporal Horizon Evaluation

A prospective temporal horizon analysis evaluates how much the model’s predic-

tive quality degrades as the number of years forecasted beyond the training window
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increases. For a horizon of A years, the model is trained on data up to 2022 — h and
evaluated on the subsequent h years.

Table 5.4 reports the results across horizons from h =1 to h = 5 years.

Table 5.4: Prospective temporal horizon evaluation. Each row represents a forecast hori-
zon h years, with training restricted to years up to 2022 — h and testing on the subsequent
h years.

Horizon h n RMSE CRPS Cov@90

h= 24 16.34 9.59 0.708
h=2 46 14.47 8.24 0.783
h = 69 12.32 6.82 0.870
h = 87 11.46 6.31 0.885
h=5 111 12.75 6.97 0.856

The most important result from this analysis is the stability of model performance
at the four-year horizon. At h = 4, the model achieves RMSE = 11.46 and CRPS
= 6.31, both of which are comparable to the LOCO mean across all counties. This
indicates that the GP retains useful predictive structure several years beyond the
training window, supporting its use as a planning-oriented outlook tool rather than
only a historical fit.

The one-year horizon performs considerably worse than the longer horizons (RMSE
= 16.34). This counterintuitive pattern reflects the specific difficulty of the h = 1
test period rather than a structural failure of the model: the single year held out

at h = 1 is 2022, which was an unusual growing season in the basin. The shorter
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training window available at h = 1 also increases model uncertainty, which is re-
flected in the lower Coverage@90 of 0.708 (the model’s intervals are too narrow for
this anomalous year). The decreasing-then-stabilizing pattern from h = 3 to h =5
is the behavior expected of a properly calibrated model: performance degrades as
historical context is removed, but does not collapse entirely.

These results support the claim made in the thesis statement: the model pro-
duces calibrated predictions that retain useful planning skill up to approximately four
years beyond the training window, establishing a practical horizon for early-season

agricultural outlook applications.

5.6 Summary

The four evaluation protocols consistently identify the domain-decomposed multi-
kernel GP as the most appropriate model for policy deployment. The temporal-split
results show that SVR achieves the lowest point-prediction RMSE, but it does not
provide predictive uncertainty. On LOCO, the multi-kernel GP achieves RMSE =
12.56 bu/ac, CRPS = 6.95 bu/ac, and Coverage@90 = 91.9%, improving on the
single-kernel GP-RBF baseline on CRPS. Its strong coverage calibration and robust-
ness in dry years indicate reliability when conservation targeting is most urgent.
Altogether, these findings satisfy RQ1 and RQ2 and establish the multi-kernel GP

as a reliable technical foundation for the policy analysis in the following chapter.
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Chapter 6: Conservation Policy Analysis

6.1 From Model Outputs to Policy Metrics

This chapter translates the Gaussian Process output and NRCS practice funding
records into a county-level conservation targeting framework comprising two con-
structed indices. Because no existing metric captures yield risk, accumulated conser-
vation investment, and resilience jointly at county scale, the metrics are developed
explicitly for this thesis. They are intended as interpretable decision-support tools
for NRCS district conservationists and Technical Service Providers, not as universal
indicators.

The metrics serve distinct and complementary roles. The Agricultural Risk Index
(ARI) summarizes predicted vulnerability by combining expected yield shortfall with
predictive uncertainty into a county-year risk score. The Conservation Effectiveness
Score (CES) summarizes accumulated conservation investment over a five-year hori-

zon using lagged, acreage-normalized funding with temporally decaying weights.
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Together, these metrics allow the analysis to distinguish between counties that
are highly vulnerable and under-supported, counties that are vulnerable but already
receiving sustained conservation attention, and counties where accumulating invest-
ment may be approaching the threshold for measurable benefit. That typology is

the core policy output of this thesis.

6.2 Agricultural Risk Index

The Agricultural Risk Index combines two outputs of the GP predictive distri-
bution: the predicted yield shortfall and the predictive uncertainty. The goal is to
create a transparent, interpretable county-year vulnerability score that reflects both
expected downside and confidence in that expectation.

1. 1.
ARL, = 577 + 577 (6.1)
where fﬁf , is the min-max normalized value of —/i;+ (so that larger predicted short-
falls produce higher ARI values) and 77, is the min-max normalized value of 5;; (so
that greater predictive uncertainty also produces higher ARI values). Both compo-
nents are normalized across all county-year-crop observations, and the resulting ARI
is rescaled to lie in [0, 1].

The equal 0.5-0.5 weighting of shortfall and uncertainty encodes a deliberate
policy assumption. From a decision-making standpoint, a county with a large but
certain predicted yield deficit and a county with a highly uncertain but potentially

severe deficit are both policy-relevant. The first needs intervention because the risk
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is real; the second needs intervention because the risk cannot be ruled out. Treating
both dimensions equally means that ARI is not just a forecast of poor performance -
it is a combined vulnerability measure. The ARI therefore captures counties that are
clearly at risk and counties that are ambiguously at risk, both of which may warrant
outreach.

ARI values near 0 indicate county-year conditions that the model predicts to
be near or above average with relatively high confidence. Values near 1 indicate
county-year conditions combining low predicted yield with high uncertainty. This

interpretation is stable across the range of years and counties in the study.

6.3 County Agricultural System Classification

Before applying the yield-based policy framework, the thesis classifies all sixteen
Maumee Basin counties by agricultural system type using USDA NASS 2022 County
Profile reports. This step is necessary because a yield-risk framework built on corn
and soybean anomalies is not methodologically appropriate for counties whose agri-
cultural economy is dominated by livestock production. Applying ARI-based con-
servation targeting uniformly to all counties would direct outreach toward counties
where yield anomaly is not a reliable proxy for agricultural vulnerability.

Classification is based on two dimensions of the county profile: the “Share of

Sales by Type” breakdown, which reports the percentage of total agricultural sales
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attributable to crops versus livestock and livestock products, and the livestock in-
ventory totals, which together indicate whether a county’s predominant agricultural
activity is row-crop production or animal production.

Counties are classified as row-crop-dominant if crop sales constitute the clear
majority of total agricultural sales and the livestock inventory is low relative to
harvested acreage. Counties are classified as Livestock-dominant if livestock and
livestock product sales dominate and the animal unit equivalent per harvested acre
is high. Counties that fall near the boundary between these two categories are
classified as mixed.

Table 6.1 reports the classification for all sixteen counties.

For the policy analysis, the county set is restricted to row-crop-dominant counties
with sufficient NRCS coverage in the 2014-2022 funding data. Mixed and Livestock-
dominant counties are included with the caveat that their ARI reflects row-crop yield

risk specifically, not total agricultural vulnerability.

6.4 Conservation Effectiveness Score

The Conservation Effectiveness Score is a constructed measure of accumulated
conservation investment intended to approximate the persistence of soil health and
management benefits over time. It weights recent NRCS funding more heavily than
older funding and normalizes by harvested acreage to produce a per-acre investment

measure that is comparable across counties of different agricultural scales.
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Table 6.1: County agricultural system classification based on USDA NASS 2022 County
Profile reports. Classification reflects share of sales by type and livestock inventory indi-
cators from the official county profiles.

County Category Crop % Livestock %
Allen Mixed 58 42
Williams  Row-crop-dominant 72 28
Defiance  Mixed 56 44
Paulding Mixed 47 53
Mercer Livestock-dominant 20 80
Fulton Row-crop-dominant 77 23
Henry Row-crop-dominant 87 13
Putnam Row-crop-dominant 63 37
Auglaize  Mixed 57 43
Shelby Mixed 52 48
Lucas Row-crop-dominant 94 6
Hancock  Row-crop-dominant 82 18
Hardin Mixed 51 49
Ottawa Row-crop-dominant 92 8
Sandusky Row-crop-dominant 92 8
Wood Row-crop-dominant 72 28
PATL;;—;
CES;; = Z% e (6.2)

where PAI;,_; is the total yleld-relevant NRCS practice investment in county ¢
during year t — j, acres; ;_; is the county’s mean harvested acreage in that year, and
the lag weights are w; = {0.35,0.25,0.20,0.12,0.08} from j =1 to j = 5.

The decaying weight structure reflects the empirical observation that conserva-
tion benefits emerge gradually rather than immediately and that older investments

contribute less to current soil condition than more recent ones [15, 14, 27]. The most
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recent year receives the highest weight (0.35) because recently implemented prac-
tices are the most directly connected to current soil health conditions. Investments
from five years ago receive a weight of 0.08, acknowledging that while multi-season
persistence is real, the marginal contribution of older practices to current resilience
diminishes as practices may have been disadopted, modified, or superseded. The
five-year horizon matches CEAP evidence that soil-health benefits typically emerge
over a 3-5 year window [27].

A sensitivity check over CES lag windows of three and seven years and over
uniform versus front-loaded weight schemes confirms that 14 of 15 in-scope counties
retain the same CAG quadrant assignment across all combinations tested. The one
exception is a border county that shifts between Resilient-Low-Need and Resilient-
Supported depending on the window length, but does not enter either high-ARI
quadrant under any scheme.

Figure 6.1 illustrates the lag weight structure.

CES is min-max normalized to [0, 1] across all in-scope county-year observations
so that it can be used directly in the Conservation-Agriculture Gap classification on

a common scale with ARI.

6.5 Policy Event Study

The event study examines county-level yield anomaly outcomes relative to the
first year in which a county receives yield-relevant NRCS practice funding. This

within-county design avoids the confounding that would arise from comparing funded
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Figure 6.1: Lag weights used in the Conservation Effectiveness Score. The scheme assigns
the greatest credit to the most recent year and progressively discounts older investments,
reflecting the delayed accumulation of soil health and conservation practice benefits.

and unfunded counties directly, since those groups differ along many dimensions.
Instead, each county serves as its own control, and the event study traces the county’s
deviation from its own pre-funding trend around the funding onset.

Let T;, = t — t7, where t; is the first year of yield-relevant NRCS funding for
county 4. For each event time T € {—2,—1,0,+1,...,+6}, the mean yield anomaly is
computed across all in-scope counties at that relative time, with bootstrap confidence
intervals (1,000 replications) used to quantify uncertainty.

The event-study results show a clear pattern of delayed benefit emergence. The
most important finding is that yield anomaly shows its strongest positive deviation
from the pre-event baseline approximately four years after initial funding, with a

mean estimated recovery of +12.3 bu/ac relative to the pre-funding mean (95% CI:
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8.2-16.9 bu/ac). This lag is consistent with the biological and agronomic expectation
that soil health improvements from cover crops, reduced tillage, and nutrient man-
agement require multiple growing seasons of consistent practice application before
becoming visible in the yield record [15, 14, 27].

The early event period also shows evidence of the selection effect that motivates
conservation enrollment. In the two years prior to first funding (7" = —2 and T =
—1), county yield anomalies are slightly below their historical mean, consistent with
counties entering the program after experiencing stress. This pattern is expected
in any voluntary program where producer motivation to enroll is partly driven by
recent negative experience. It should not be interpreted as a consequence of program
enrollment but as its context. The absence of an immediate improvement at T = 0
also aligns with the designed lag structure of the CES, which discounts the most

recent year less than older years but still does not assume immediate effects.

6.6 Conservation-Agriculture Gap Quadrant

The Conservation-Agriculture Gap (CAG) quadrant classifies in-scope row-crop-
dominant counties by their position relative to the basin median values of ARI and
CES. Counties are placed into four categories that carry distinct policy interpreta-

tions.

Priority target (high ARI, low CES). These counties show elevated yield risk

but have below-median accumulated conservation investment. They represent the
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clearest candidates for additional NRCS outreach, increased contract allocation, and
focused technical assistance. Conservation capital has not yet been built up here to

a level that could moderate predicted shortfalls.

Supported but struggling (high ARI, high CES). These counties have re-
ceived above-median conservation investment but still show elevated ARI scores.
Two interpretations are possible: either the conservation practices are implemented
but not yet mature enough to have reduced risk visibly, or the current practice mix is
not optimal for the specific stress drivers affecting those counties. Either way, these
counties may benefit from a practice mix review and continued support rather than

purely intensified investment.

Resilient and supported (low ARI, high CES). These counties show both
relatively low risk and strong conservation history. They represent the intended
outcome of sustained conservation investment: lower vulnerability paired with ac-
cumulated soil health capital. These counties can serve as regional benchmarks for

what effective conservation implementation looks like over time.

Lower need (low ARI, low CES). These counties do not currently appear to
require urgent conservation intervention on the basis of risk-adjusted yield vulnera-
bility. They may be naturally resilient due to favorable soil conditions or consistently

moderate climate, and they do not appear to be under-served by NRCS in a way

64



that is currently creating measurable risk. They remain useful as comparison cases

for regional planning.

Figure 6.2 illustrates the quadrant classification.

Upper-Left Zone Upper-Right Zone
High
AUGLAIZE, FULTON,
HANCOCK, HARDIN,
= PAULDING, SANDUSKY
E Supported but Struggling
§ ey (High Risk, High historical investment)
62
=
= DEFIANCE, WOOD
Resilient and Supported
(Low Risk, High historical investment)
Low it

CES (Accumulated Investment)

Figure 6.2: Conservation-Agriculture Gap quadrant classification. Counties are posi-
tioned by their normalized ARI and CES values relative to basin medians, distinguish-
ing priority counties, supported-but-struggling counties, resilient counties, and lower-need

counties.

6.7 Interpretation of County Classes

Among the in-scope row-crop-dominant counties, the quadrant structure identi-
fies distinct policy responses not visible from funding totals alone. Priority counties
combine high predicted vulnerability with limited conservation accumulation, making
them the clearest candidates for immediate outreach, stronger technical assistance,

and expanded financial support.
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Supported-but-struggling counties present a more nuanced challenge. These
counties have received investment, but risk remains elevated, suggesting a need for
continued support and review of practice implementation quality. The event study’s
T+4 recovery pattern is directly relevant here because counties with recent invest-
ment may still be approaching the period of maximum return.

Resilient-plus-supported counties illustrate the intended outcome of conservation
programming: lower risk paired with sustained investment. These counties can serve
as regional benchmarks and outreach examples for how multi-year conservation sup-

port may coincide with reduced vulnerability over time.

6.8 Summary

This chapter translated probabilistic GP outputs and NRCS funding records into
two interpretable policy metrics and a county classification framework. ARI mea-
sures county-year vulnerability from the predictive distribution. CES summarizes
the temporal accumulation of conservation investment.

The event study provides evidence consistent with a T+4 recovery pattern con-
sistent with the lag structure built into CES, validating the choice of a five-year
weighting window. The CAG quadrant converts continuous ARI and CES scores
into an actionable county typology for NRCS planning. Together, these results pro-
vide evidence that the integrated framework produces policy-relevant signals that

are grounded in the predictive model rather than in arbitrary thresholds, and that
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those signals are consistent with the agronomic and policy literature on conservation

benefit dynamics.
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Chapter 7: Conclusion

7.1 Summary of Contributions

This thesis developed and validated an integrated framework for probabilistic
agricultural risk assessment and conservation policy evaluation in the Maumee River
Basin. The work addressed a gap that sits at the intersection of machine learn-
ing, agricultural science, and conservation policy: the absence of a county-level,
uncertainty-aware analytical tool that can connect GP-derived yield risk to NRCS

investment history in an interpretable and scope-bounded way.

First contribution: The domain-decomposed multi-kernel GP. The model
assigns separate covariance functions to three disjoint feature domains (climate, agro-
nomic, and soil) with sub-kernel structure selected by Negative Log Marginal Like-
lihood and hyperparameters initialized from data-driven heuristics. Under Leave-
One-County-Out evaluation, it achieves RMSE = 12.56 bu/ac, CRPS = 6.95 bu/ac,
and Coverage@90 = 91.9%. Among GP variants evaluated on the temporal split, the
multi-kernel GP provides competitive calibration and interpretable domain-separated
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uncertainty estimates. At the four-year prospective horizon, RMSE and CRPS re-

main comparable to the LOCO mean, establishing a practical planning window.

Second contribution: The policy evaluation framework. Two composite
indices (ARI, CES) translate the GP’s predictive distribution and NRCS funding
records into county-level policy signals. ARI quantifies combined vulnerability from
expected shortfall and predictive uncertainty. CES summarizes the five-year accumu-
lation of yield-relevant conservation investment using temporally decaying weights
calibrated to the empirically documented benefit onset timeline. An event study pro-
vides observational evidence consistent with a T+4 yield recovery of approximately
+12.3 bu/ac (95% CI: 8.2-16.9 bu/ac), providing county-level evidence consistent
with the delayed conservation benefit emergence established in the field-scale litera-

ture.

Third contribution: The county agricultural system classifier. USDA Cen-
sus of Agriculture county profile data are used to classify the sixteen Maumee Basin
counties by agricultural system type, distinguishing row-crop-dominant counties from
livestock-dominant and mixed counties. This classifier ensures that the yield-based
risk framework is applied only to counties where corn and soybean yield anomaly
is a meaningful proxy for agricultural vulnerability. The classifier is based entirely
on publicly available data and is reusable for other watersheds where similar scope

questions arise.
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Together, these three contributions form a calibrated, scope-bounded, investment-
aware framework for county-level agricultural risk assessment and conservation policy

evaluation that is designed to be both scientifically defensible and practically usable.

7.2 Limitations

Several limitations of this work should be acknowledged clearly.

County-level aggregation. The GP model operates on county-level aggregates,
which necessarily mask within-county heterogeneity in soil properties, management
practices, and microclimate. In a large, internally diverse county, the county mean
yield anomaly may not reflect the experience of any individual farm. Field-level
predictions would require field-scale management records (planting dates, variety
selection, nutrient application histories) that are not publicly available at the spatial

and temporal extent of this study.

CES lag weight calibration. The specific decay weights {0.35,0.25,0.20,0.12,0.08}
in the CES are calibrated to the literature-documented accumulation timeline but
are not estimated directly from the county-level data in this study. The five-year
window and decaying structure are justified by the CEAP evidence, but the specific

numerical weights represent an operationalization of domain knowledge rather than
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a learned parameter. Sensitivity analysis shows that the CAG quadrant classifica-
tion is stable across plausible weight perturbations, but the weights remain a design

choice.

Livestock-dominant scope boundary. The livestock-dominant county excluded
from the primary policy analysis represents a distinct conservation challenge, partic-
ularly around manure nutrient management, animal waste infrastructure, and phos-
phorus export pathways that differ fundamentally from row-crop nutrient losses. A
livestock-adapted extension of the policy framework would be needed to represent

those counties appropriately, and that extension is beyond the scope of this thesis.

Temporal extent of NRCS funding data. Practice funding data are available
only from 2014, limiting the policy analysis to approximately nine years. This con-
strains the event study’s ability to examine long-term benefit trajectories beyond
T + 6 and reduces the sample of counties whose first funding year falls early enough
to generate a full event-time window. A longer funding record and a more rigorous
quasi-experimental design would strengthen the causal interpretation of the event

study.

Computational scalability. Exact GP inference scales cubically with training set
size (O(n®)). The current dataset of approximately 1,095 county-year observations
is manageable on standard hardware, but extending the framework to larger basins,
finer spatial resolution, or substantially longer time series would require sparse or
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approximate GP methods. This is a known property of exact GP implementations

and is a practical constraint for scaling rather than a conceptual limitation.

7.3 Future Work

Five directions are identified as natural extensions of this work.

Field-scale integration. Coupling the county-level GP with field-scale precision
agriculture data (cover crop seeding records, soil health scorecard observations, or
NRCS practice implementation reports) would enable practice-specific benefit at-
tribution and substantially improve the granularity of conservation targeting. As
producer record-keeping becomes more digital and NRCS field data collection sys-

tems expand, the data infrastructure for this extension is becoming more feasible.

Livestock-adapted policy framework. Developing a parallel CES and risk in-
dex specifically for livestock-dominant counties using manure nutrient loading esti-
mates, herd size trends, and Comprehensive Nutrient Management Plan adoption
data would extend the conservation policy framework to the full Maumee Basin.
The livestock sector is a significant contributor to phosphorus export in parts of the

basin, and those counties deserve a comparably rigorous analytical framework.

Phosphorus loading integration. The current framework uses yield risk as a
proxy for agronomic conservation need. Directly modeling dissolved reactive phos-

phorus (DRP) export from Maumee watershed monitoring stations as an additional
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outcome would connect the yield-risk signal to the water-quality outcomes that mo-
tivate basin-wide conservation policy. Integrating load monitoring data with the GP
risk framework would allow a more direct test of whether counties with high ARI or

low CES also show elevated DRP contributions.

Online model updating. The GP framework could be extended to an incremental
learning setting where new NASS yield observations are assimilated annually after
each growing season. With suitable sparse GP approximations or sequential posterior
updating, the county-level predictive distribution could be refreshed without full
retraining. This would allow the ARI indices to be updated each fall as new yield

data become available, supporting annually refreshed conservation planning cycles.

Uncertainty communication for practitioners. An open and practically im-
portant research question is how to communicate calibrated uncertainty estimates
effectively to non-technical NRCS conservationists and Technical Service Providers
who are not trained in probabilistic reasoning. The current framework produces
well-calibrated intervals, but whether those intervals change outreach decisions in
practice depends on how they are presented. User testing of a policy dashboard with
NRCS field staff would provide evidence on whether prioritization influences resource

allocation decisions and how interval width should be communicated to practitioners.
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7.4 Conclusion

The Maumee River Basin faces a structural challenge that many nutrient-impaired
agricultural watersheds share: conservation funding exists to address agricultural
phosphorus runoff and yield vulnerability, but the allocation of that funding is not
systematically guided by where conservation need is greatest, where prior invest-
ment may alrecady be generating benefits, or where a yield-based framework is and is
not appropriate. This thesis develops a quantitative framework for addressing that
challenge at the intersection of computational machine learning, agricultural data
science, and conservation policy.

The domain-decomposed multi-kernel Gaussian Process provides calibrated un-
certainty estimates that make the downstream risk indices defensible. The CES met-
ric provides the temporal lens that transforms ARI from a forecast into an actionable
prioritization signal. The agricultural system classifier prevents the framework from
being misapplied to counties where its underlying assumptions do not hold.

Taken together, these contributions form a framework that is calibrated, scope-
bounded, and investment-aware. It is not a replacement for the field expertise of
district conservationists and Technical Service Providers, but it is designed to give
those practitioners a principled quantitative signal that complements their judgment.
The question of where conservation dollars are most needed has always been difficult
to answer rigorously. This thesis is an attempt to make that answer more data-driven

and more transparent.
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The same design principles (domain-decomposed probabilistic modeling, lagged
investment accumulation, explicit scope validation) can be adapted to other nutrient-
impaired agricultural watersheds in the United States and elsewhere that face similar
questions about how to allocate limited conservation resources to where they can

produce the greatest benefit.
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